
Executive Overview 
When users pick up their phone to call someone, browse the internet or send a 
text, they aren’t thinking about virtualized network functions (VNFs) and cloud-
native network functions (CNFs). They aren’t thinking about network architecture 
and which network functions are broken down into which microservices and where 
those microservices are located on the server and CPU architecture. When they 
pick up their phone, they just want it to work—fast.

But behind the scenes, network architects are making decisions about all those 
aspects of network design, along with cost efficiency and high availability, to help 
ensure the network meets user expectations. 

This white paper explores some of the primary network design considerations 
and makes recommendations to help network architects and network operators 
meet their service-level agreements (SLAs), efficiency goals, and performance 
requirements. Along the way, several Intel® technologies can ease network 
architects’ burden. Examples include profiling tools to troubleshoot network 
communication issues, tools to manage CPU pinning in Kubernetes, and network 
acceleration technologies such as Application Device Queues, Dynamic Device 
Personalization and flexible support for multiple Non-Volatile Memory Express 
(NVMe) over Fabrics storage transport protocols.

Introduction
As VNFs evolve and, in some cases, become containerized, microservice-
based CNFs, the efficiency of data movement between functions and between 
microservices become important factors in overall network performance. But it can 
be challenging for network architects to optimize the network packet processing  
so that all VNFs and CNFs communicate as efficiently as possible. There are many 
options for setting the network up, and not all VNFs/CNFs support the same 
interfaces. 

This white paper describes some of the considerations network architects should 
think about as they continue their VNF/CNF journey.

Software Structure Matters
When designing a VNF/CNF, consider the path data must take as it moves between 
functions or microservices. In addition, depending on the function, it might need 
to communicate with other functions or microservices on a single virtual machine 
(VM) instance or within a single container, between pods, or between containers. 
Cloud service provider Digital Ocean has published an interesting tutorial on this 
topic: “Kubernetes Networking Under the Hood.”
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Creating a network with high bandwidth, low latency and predictable performance 
requires end-to-end optimization of multiple layers of software and hardware.
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Data can physically pass from one function or microservice to 
another in several ways, including:

•   Over the data center network through network adapters

•  By copying within a DRAM array

•   By passing memory pointers between functions/
microservices

Meeting the Optimization Challenge
An end-to-end packet processing solution must gracefully 
accommodate diverse environment functionality. For 
example, some VNFs/CNFs support single-root I/O 
virtualization (SR-IOV), while others do not. Plus, there is a lot 
of interoperability between containers, applications in those 
containers, and the orchestrator.

When a packet moves from A to B, it travels through and 
is managed by multiple layers of hardware and software. 
Network architects must optimize at all the stages along the 
way. Simply implementing a 100 Gbps pipe (often referred 
to as a “fat pipe”) isn’t going to guarantee high network 
performance. It’s not just about bandwidth, but more about 
optimizing how the bits are placed on and through the pipe. 
Many tuning knobs are available, such as defining traffic 
classes, programming the transmit scheduler, and, if a poll 
mode driver is being used, optimizing that driver. Drivers from 
Intel are specifically optimized for the telecommunications 
environment, to minimize latency, maximize throughput, and 
avoid wasting CPU cycles between poll mode events, while 
still minimizing interrupts for the various queues.

By creating an optimized pipe, network architects can avoid 
wasting bandwidth. 

Packet Processing Architecture Considerations
One major consideration is which packet processing 
architecture to use. There are three predominant packet 
processing options to consider:

•   Data Plane Development Kit (DPDK) . Traditionally, 
networks have been designed with the DPDK, originally 
designed by Intel and now available as open source. DPDK 
uses a poll mode driver and offers many performance 
benefits compared to using the default Linux kernel. For a 
discussion about the benefits of using DPDK, refer to the 
IEEE paper, “Enhancing VNF Performance by Exploiting 
SR-IOV and DPDK Packet Processing Acceleration.” 
However, DPDK can be complex and also occupies a 
substantial portion of the network adapter. Alternative 
packet processing architectures are emerging, including the 
following:

•   Address Family Express Data Path (AF_XDP) . This 
architecture is considered a more cloud-native packet 
processing architecture. It uses the native Linux kernel, 
with no poll mode driver. Instead, it uses the busy-poll 
function to effectively manage/poll, which helps deliver 
native performance. AF_XDP is well suited for capabilities 
such as kernel packet processing, routing and firewalls, and 
for applications such as content delivery networks (CDN) 
and security appliances. AF_XDP also only has one layer to 
manage. Fewer drivers can help accelerate time to market.

•   Vector Packet Processing (VPP) . This architecture, 
originally developed by Cisco and now available as 
open source, is targeted toward use cases that require 
low latency. VPP batches packets, so they are placed 
optimally on the transport layer. (Note that VPP can run 
on top of DPDK, adding another layer of possible tuning 
opportunities.)

The Intel® Ethernet 800 Series supports all of these packet 
processing architectures, so network architects can choose 
the one that best matches their use cases.

CPU Allocation and Usage Strategy
Functions or microservices can be mapped onto CPU cores  
in a multitude of ways, including:

•  On different server cards

•  In different sockets on one card

•  On different dice in a socket

•  On different CPU cores on a die

•  On the same CPU core

According to data from Intel and Red Hat, latency can vary 
depending on server allocation. The amount of latency can 
range from many seconds, to microseconds, to nanoseconds. 
For example, if the microservices are located on different 
cores on the same die, throughput may be good, but 
latency might be unacceptable. Control plane functions can 
accommodate longer latencies (even as much as several 
seconds), but for the data plane, latencies must be in the 
nanosecond range. Each microservice needs to access the 
packet, then decide the fate of the packet, using an internal 
table. These lookups consume the available “packet budget” 
for latency. For example, according to Intel’s data, memory 
access consumes about 140 CPU cycles, translating to about 
70 nanoseconds of latency.

When designing the network, consider not only latency 
but also power consumption. To transfer the packet from 
one memory location to another may consume CPU cycles 
(see Figure 1). With a pipeline of localized I/O, remember 
that the server has other resource costs such as DPDK. 
Therefore, it makes sense to put related functions in the 
same pipeline on the same node to reduce I/O and power 
consumption. Balancing latency and power consumption 
is all about tradeoffs. If reducing latency by a certain 
percentage doubles the CPU cycle consumption, then the 
cost of transmission may be too high. As a rule of thumb, if 
your budget is 30,000 CPU cycles, you may be able to put 
two or three microservices on the same server. Data plane 
functions typically consume 300 to 2,000 CPU cycles, while 
control plane functions typically consume between 1,000 
and 20,000 CPU cycles.

CPU mapping and pinning is critical to guaranteeing a certain 
level of performance, by making sure the microservice 
has direct access to the CPU. For containerized network 
functions, be careful not to break things down too much. 
In fact, in many cases it may be preferable to have a larger 
microservice that is optimized in the pipeline, placing a single 
container per pod. It is also recommended to keep data plane 
containers separate from control plane containers.

https://ieeexplore.ieee.org/document/7387409
https://ieeexplore.ieee.org/document/7387409
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By default, the kernel task scheduler treats all CPUs as 
available for scheduling process threads and regularly 
preempts executing process threads to give CPU time to 
other applications. The positive side effects are multitasking 
and more efficient CPU resource utilization. The negative 
side effect is non-deterministic behavior, which makes it 
unsuitable for latency-sensitive workloads. CPU pinning 
delivers more deterministic performance by “pinning” certain 
workload process threads to execute on a specific CPU set. 
While helping to guarantee the deterministic behavior of 
priority workloads, isolating CPUs also addresses the need to 
manage resources so that multiple VNFs/CNFs can coexist on 
the same physical server.

Intel has created an open source solution to enable 
CPU pinning in Kubernetes, called the CPU Manager for 
Kubernetes. CPU Manager for Kubernetes enables core 
pinning and isolation, orchestrated through Kubernetes, 
without requiring changes to the code base, delivering a 
performance boost to high priority applications. It provides 
a multi-use command-line program to perform various 
functions for host configuration, managing groups of CPUs 
and constraining workloads to specific CPUs. CPU Manager 
for Kubernetes negates the noisy neighbor scenario (see 
Figure 2). CPU pinning can prevent one application from 
causing other applications that share the infrastructure to 
suffer from non-deterministic performance (such as context 
switching or cache effects). CPU pinning is implemented by 
a proper configuration of the OS scheduler, per Kubernetes 
CPU manager configuration.

The operating system works with the scheduler to help  
with the CPU pinning. The operating system’s role is to 
orchestrate everything for optimal communication, such 
as enabling memory sharing. The operating system also 
provides hardware drivers for inter-process communication. 
For example, DPDK needs the operating system to provide 
access to the CPU and memory. The bottom line is that there 
are many layers of software involved in enforcing policies  
and providing services for communication. 

 

High Availibility
While performance (latency and throughput) is important 
to optimize the network, it is not the only consideration for 
telecommunication network architects. Another extremely 
important factor is high availability. For network operators, 
five-nines availability—that is, 99.999 percent uptime—is 
generally required. The implementation of VNFs and CNFs 
must be highly available. Without high availability, high 
performance is irrelevant in the telco space.

Troubleshoot Problems With The Right Tools
Intel provides several avenues for troubleshooting inter-
process communications at a low level during network 
design. One such tool is Intel® VTune™ Profiler, which collects 

Figure 1 . Network design should consider both latency and CPU cycle consumption (source).

Figure 2 . CPU Manager for Kubernetes prevents other 
applications from causing non-deterministic performance.
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https://01.org/kubernetes/building-blocks/intel-cpu-manager-kubernetes
https://01.org/kubernetes/building-blocks/intel-cpu-manager-kubernetes
https://software.intel.com/content/www/us/en/develop/tools/oneapi/components/vtune-profiler.html
https://www.dpdk.org/wp-content/uploads/sites/35/2015/10/DPDK-Userspace2015-SevenDeadlySinsPacketProcessing.pdf
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Learn More
•   Data Plane Development Kit (DPDK)

•   Application Device Queues (ADQ) Resource Center

•   CPU Management - CPU Pinning and Isolation in 
Kubernetes Technology Guide

•   Download CPU Manager for Kubernetes from 
GitHub

Accelerate Packet Processing with Intel® 
Technology
The Intel® Ethernet 800 Series delivers up to 100 
Gbps port speeds and can accelerate communication 
between server cards—and therefore between 
network functions that have been mapped onto 
different cards or into remote memory. Several 
features are available to help network architects 
optimize network performance:

•   Application Device Queues (ADQ). By providing 
dedicated “express” lanes for critical data, ADQ 
provides increased application response time 
predictability, lower latency, and higher throughput 
for high-priority applications. Greater predictability 
enables more servers to be added to a compute 
problem, more end users to be served, and greater 
consistency meeting customer service-level 
agreements (SLAs).1 

•   Dynamic Device Personalization (DDP). Available 
starting with the Intel® Ethernet 700 Series, DDP 
provides a programmable pipeline to support a wide 
range of protocols and packet types.

•   Support for multiple Non-Volatile Memory Express 
(NVMe) over Fabrics storage transport protocols. 
Network architects can choose between iWARP, 
RDMA over Converged Ethernet (RoCE) and NVMe 
over TCP. This flexibility means network architects 
can design their network in the way the makes the 
most sense for their use cases.

key profiling data and presents it with a powerful interface 
that simplifies its analysis and interpretation. Operators may 
also have other in-house tuning tools, such as using Apache 
Kafka to report resource usage statistics. 

Another useful tool is the Processor Counter Monitor 
(PCM), available on GitHub. (PCM was formerly known as 
Intel® Performance Counter Monitor, or Intel® PCM). PCM 
is an application programming interface (API) and a set of 
tools based on the API to monitor performance and energy 
metrics of Intel® Processors. It works on a variety of operating 
systems, including Linux. PCM includes a wide variety 
of resource monitoring tools, as well as a graphical user 
interface (based on Grafana) for easy visualization.

Intel® CPUs and Intel® Ethernet Network Adapters offer a 
variety of hardware counters that can provide visibility into 
low-level network communication. These counters can also 
provide telemetry, such as how many packets are being 
transferred—this data can be used to analyze efficiency  
at runtime. 

Conclusion
Network design involves multiple layers of software and 
hardware. Choices about packet processing architecture, 
VNF/CNF microservices composition, CPU allocation and 
other network aspects can all affect whether the network 
meets the operator’s performance, cost and reliability 
requirements—and ultimately, user expectations. Intel has 
been helping operators optimize network design, using 
industry best practices and innovative Intel technologies, 
for many years. Using the information provided in this white 
paper, network architects will be one step closer to designing 
and deploying a high-performance, cost-efficient and highly 
available network.
 

For more information, contact your Intel representative.

Network Acceleration in Action
Intel and SK Telecom collaborated to demonstrate a 
5G stand-alone User Plane Function (UPF) capability 
based on 2nd Generation Intel® Xeon® Scalable 
Processors and Intel® Ethernet 800 Series Network 
Adapters. The 5G stand-alone UPF shows improved 
performance in latency and jitter for high priority 
traffic while still running best effort for lower priority 
traffic at high throughput rates and high infrastructure 
utilization. This goal is accomplished by taking 
advantage of intelligent packet classification and 
steering, coupled with enhancements to the 5G  
User Plane software stack to selectively process high 
priority traffic. The solution uses Intel® Xeon® Gold 
Processors and Intel® Ethernet Network Adapters  
with Dynamic Device Personalization (DDP). No  
other investment in additional acceleration 
technologies was required. Read the case study to 
learn more about how Intel® technology can help 
communications service providers accelerate  
their networks.

https://www.dpdk.org/
https://www.intel.com/content/www/us/en/architecture-and-technology/ethernet/adq-resource-center.html
https://networkbuilders.intel.com/solutionslibrary/cpu-pin-and-isolation-in-kubernetes-app-note
https://networkbuilders.intel.com/solutionslibrary/cpu-pin-and-isolation-in-kubernetes-app-note
https://github.com/intel/CPU-Manager-for-Kubernetes
https://github.com/intel/CPU-Manager-for-Kubernetes
https://www.intel.com/content/www/us/en/architecture-and-technology/application-device-queues-consistently-meet-service-levels.html
https://www.intel.com/content/www/us/en/architecture-and-technology/ethernet/dynamic-device-personalization-brief.html
https://itpeernetwork.intel.com/fabrics-transport-protocols/#gs.y0svfm
https://itpeernetwork.intel.com/fabrics-transport-protocols/#gs.y0svfm
https://github.com/opcm/pcm
https://networkbuilders.intel.com/solutionslibrary/low-latency-5g-upf-using-priority-based-5g-packet-classification
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